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Abstract— Configuring autonomous navigation parameters
is a labor-intensive, expert-driven process, and offline tuning
limits a robot’s ability to adapt to varying environmental
conditions. Adaptive Planner Parameter Learning from Demon-
stration (APPLD) learns multiple planner parameter sets from
a single demonstration, each tied to a distinct environmental
“context.”” Our work advances both the sensing and inference
pipelines in APPLD. For sensing, we replace APPLD’s planar
LiDAR input with a semantic occupancy grid fusing RGB
segmentation and 3D LiDAR, consumed by a CNN context
classifier. In context inference, hard one-hot encoding for
parameter selection is replaced by entropy-weighted interpo-
lation across the top-ranked candidates, smoothing parameter
transitions. The approach—Semantic APPLD (S-APPLD)—is
validated on a physical robot operating in an unstructured
outdoor environment with vehicle and pedestrian traffic.

I. INTRODUCTION

Configuring an autonomous navigation stack for a new
environment is laborious and brittle. High-level parameters—
maximum velocity, obstacle inflation radius, trajectory opti-
mization weights—strongly shape behavior, and a set suited
to a rural field may produce erratic motion in a narrow
corridor or urban plaza. Tuning typically requires expert
trial-and-error, and the resulting static configuration rarely
performs well across changing conditions. Adaptive Plan-
ner Parameter Learning from Demonstration (APPLD) [2]
addresses both issues at once: from a single teleoperated
demonstration by a non-expert operator, it segments the run
with the Bayesian changepoint algorithm CHAMP [3], fits
each segment’s parameters via CMA-ES [4], and switches
among the resulting sets online via a lightweight classifier
trained on planar LiDAR statistics.

Our work targets two limitations of APPLD we have
encountered in field application: low context-class separa-
bility in geometrically similar environments, and chattering
in parameter values during context transitions. To address the
former, we enrich the context-sensing method by projecting
visually detected semantic objects into a top-down occu-
pancy grid that serves as input to a CNN context classifier,
distinguishing contexts that are geometrically similar yet
semantically distinct (e.g., a parking lot populated by people
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Fig. 1: S-APPLD in operation. Left: segmentation of pedes-
trians (green), walkway (cyan), and trees (white) feeding the
occupancy grid input to the context classifier. Right: context
confidences, current classification (dense_pedestrian), com-
manded velocity, and live Nav2 parameters—reduced here
for the pedestrians ahead.

vs. traffic cones). Second, we replace APPLD’s one-hot
context selection—a source of high-frequency switching at
context boundaries—with an entropy-based interpolation that
blends the top-scoring contexts’ parameter sets by classifier
confidence, yielding smooth transitions. We demonstrate the
enhanced system, Semantic APPLD (S-APPLD), on a phys-
ical robot navigating an unstructured outdoor environment
with vehicle and pedestrian traffic

S-APPLD extends the APPL paradigm [5], [6], [7], [8],
[9]. Context-dependent parameter selection outside the APPL
line uses offline per-context search [10], RL-based hard
switching [11], or scene-aware module switching [12]—none
blends parameters continuously—while tuning guides and
classical search [13], [14], [15], [16], [17] yield a single static
set. End-to-end policies [18] trade away the interpretability
of a classical stack; S-APPLD treats the planner as a black
box.

II. METHOD

S-APPLD modifies two components of APPLD: a CNN
consuming a top-down semantic occupancy grid supersedes
the planar-LiDAR classifier (Sec. [[I-A), and entropy-based
interpolation over the top-scoring contexts supersedes one-
hot context selection (Sec. [[I-C). Sec. describes how
each context’s parameter set 0(1-) is fit; these are the sets
blended in Sec.

A. Context Classification

The S-APPLD classifier consumes a top-down semantic
occupancy grid in which each cell carries the class of the



object detected there. A CNN trained on labeled examples
maps this grid to logits over the trained contexts, driving the
interpolation in Sec.

a) Input construction.: Given a calibrated camera, 3D
LiDAR, and a YOLOvI12 segmentation model [19] trained
on the classes of interest, the input is built in six stages: (1)
the segmentation model produces a per-pixel classmap from
the RGB image; (2) the LiDAR point cloud is projected into
the camera frame via the calibrated pinhole model; (3) each
projected point inherits the class of its associated pixel, with
class 0 reserved for points outside the camera frustum or with
no detection; (4) the point cloud is voxelized by dividing by
the voxel width and integer-rounding, with duplicates per
voxel removed; (5) voxels are orthographically projected to
a top-down classmap by dropping the z index, with collisions
resolved by the last class encountered; and (6) the classmap
is one-hot encoded to an n X m X m tensor (n classes, m xm
grid).

b) Classifier training.: Class labels can be obtained by
changepoint detection [3] as in APPLD, or by hand labeling
as done here. An Optuna [20] TPE [21] search over archi-
tecture and training hyperparameters selects the final model:
a compact CNN with a 3 x 3 convolutional stem, a residual
block [22] with Squeeze-and-Excitation attention [23] and
GroupNorm [24], a non-residual convolutional block, and a
two-layer MLP head.

B. Per-Context Parameter Optimization

Each context is characterized by a set of parameters for
Nav2 [1], the de facto navigation framework for ROS 2,
which we run with the Smac lattice global planner and
the Model Predictive Path Integral (MPPI) local controller.
From the stack’s many exposed parameters we tune the six
that most prominently shape the behaviors separating our
contexts: the inflation radius and cost scaling factor of the
global and local costmaps, together with the controller’s
maximum velocity and velocity standard deviation (Table [I).
For a given context, CMA-ES searches over parameter vec-
tors € to minimize how far Nav2’s behavior diverges from
the demonstrated segment: each candidate 6 is evaluated by
replanning the segment, forward-integrating the commanded
velocities through a unicycle model, and comparing the
resulting trajectory to the recording via a weighted composite
cost,

L(6) = wpos RMSE 05 4+ Wyaw RMSE,qu + w, RMSE,

+ wy, RMSE,, + wq edur,
(D

where RMSE,,; and RMSE,,, are RMS position and
(wrapped) heading errors against the demonstrated path,
RMSE, and RMSE, are RMS errors between com-
manded and demonstrated linear and angular velocities, and
€dur = |Nemd— Ndemo|/Ndemo penalizes duration mismatch.
Weights (Wpos=2, Wyqw=1, w,=5H, wy,=1, wg=2) empha-
size linear-velocity tracking, the primary behavioral signature
of each context.

TABLE I: Nav2 parameters for the PH2 static baseline and
the per-context values optimized by CMA-ES, with the opti-
mizer’s best cost (RMSE) per context. Contexts: Sparse Ped.
(sparse pedestrian), Dense Ped. (dense pedestrian), Corridor
Trans. (corridor transition), Vehicle Adj. (vehicle adjacent).

. Sparse | Dense | Corridor | Vehicle

Scope Parameter (range) Baseline Ped. Ped. Trans. Adj.
RMSE — 3.50 291 1.71 4.24

Inflation Radius (m) (1.2-5.0) 2.00 1.45 1.20 1.72 1.45

Global Costmap | 0 s aling Factor (0.5-5.0) 3.50 197 | 0.64 176 1.99
Local Costmap Inflation Radius (m) (1.2-5.0) 2.00 146 | 144 1.79 1.65
Cost Scaling Factor (0.5-5.0) 3.50 2.23 0.54 1.75 1.71

Controller Max Velocity (m/s) (0.4-2.0) 1.60 1.99 0.43 0.87 1.20
Velocity Std Dev (m/s) (0.25-3.0) |  0.90 1.00 0.23 0.60 1.00

Table [I| lists the resulting per-context values, the static
baseline, and CMA-ES’s best cost; these are the sets 9(2»)
used in the course trials (Sec. and blended in Sec.
[C] Max-velocity values are upper bounds on commanded
velocity, not targets; because the deployed bound is itself
an interpolated blend (Sec. [[I-C)), segment averages can
modestly exceed a context’s nominal maximum.

C. Parameter Interpolation from Entropy of Logits

APPLD’s hard single-candidate selection makes param-
eters jump discontinuously whenever the active context
changes. We instead interpolate over the top-scoring con-
texts, with an entropy criterion setting how many contribute.

Let o(z) denote the softmax of the classifier’s logit vector
z, with entries sorted oy = ... = O(k) Over K trained
contexts (Algorithm [1). For each candidate k € {2,..., K},
we renormalize the top entries, &ik) = o)/ 25:1 a3
and compute the entropy ratio p, = H(6®))/H (o (z)). We
select the smallest k& with py, > T for a threshold T' € (0, 1];
k = 1is excluded since its renormalized distribution has zero
entropy and never satisfies the threshold. The final parameter
vector is Zle &Ek) 0(i)» where 0;) is the fitted parameter set
of the i-th-ranked context (Sec. [[I-B).

Algorithm 1 Entropy-Based Top-k Context Selection

Input: logit vector z, threshold T € (0, 1]
o + softmax(z)
Sort o in descending order: o1y > -+ > o(k)
Hiu = 12, 0(i) log o)
for k=2,3,...,K do
60" o/ -1 00)
Hy =35 6 1ogs™
if Hk-/Hfu]] Z T then
return k
end if
end for
return K

A confident prediction keeps its dominant weight after
renormalization, so the blend stays near-one-hot (but never
exactly one-hot) regardless of k; an ambiguous prediction
yields a genuine multi-context blend. Restricting to the top
k keeps inapplicable, never-validated contexts out of the



blend. The threshold 7" mainly controls admission of low-
probability contexts and has limited effect in the confident
regime; we use 1" = 0.95 in all experiments.

III. RESULTS

We evaluate S-APPLD on a Husarion Panther UGV with
an Ouster OS1 LiDAR, Luxonis Oak-D camera, and a Nuvo-
9160GC auxiliary computer, running a ROS 2 Humble stack
(Nav2 with the Smac global planner and MPPI local con-
troller). Localization fuses LiDAR and IMU data via an EKF
(robot_localization) with AMCL on a map pre-built
using slam_toolbox. The experimental areas span distinct
object populations and LiDAR profiles, with pedestrian and
vehicle density varying by time of day.

The pipeline of Sec. is instantiated with a voxel width
of 0.05 m over a 512 x 512 grid, a vertical column filter of
—0.5-2.0 m, and Oak-D intrinsics and LiDAR-to-camera ex-
trinsics fixed by calibration; the resulting 7jsses+1-channel
tensor is stored at floatl16 precision and passed to a compact
residual CNN trained with AdamW (Ir = 5.1 x 10~%) under
label smoothing and focal loss. At deployment, parameter
dispatch to Nav2 is gated by a cosine-similarity threshold
on the logit vector (7¢os = 0.8), rate-limited to 1 Hz, with
the ensemble interpolation budget capped at 95% cumulative

mass (Sec. [[I-C).

A. Experimental Design

a) Course experiment (PHI-PH3).: Phase 1 (PHI)
comprises teleoperated data collections on routes separate
from the course. Recordings across four contexts—sparse
pedestrian, dense pedestrian, corridor transition, and vehicle
adjacent—train the classifier (20/5 train/validation split). A
varied-driving dataset, with speed and obstacle clearance
deliberately modulated per context, provides the segments for
parameter fitting (Sec. and trains the YOLO segmen-
tation model. A single demonstration along the course itself
serves only as a human baseline. The robot then traverses the
course—spanning a pedestrian mall, an asphalt street, and a
parking lot—11 times with a static Nav2 configuration (PH2)
and 11 times with S-APPLD engaged (PH3), using the per-
context parameters of Table [l

b) Pedestrian-density generalization (PH4).: To evalu-
ate the dense pedestrian context over a representative sample,
we hold location fixed on a single walkway and vary pedes-
trian density across runs (sparse: n = 6; dense: n = 5).

c) Inference-rule replay.: To isolate the contribution of
the new selection rule, we replay the recorded PH3 runs with
classifier and sensor inputs fixed. Interpolation updates are
the dispatches recorded during deployment; one-hot updates
reconstruct the same classifier stream through APPLD-style
mode-filtered hard selection (a five-sample mode filter [2])
under the same dispatch rate limit. Parameter vectors are
min—-max normalized per dimension over the per-context op-
timized sets before computing the update magnitude ||Axr]|.
Updates are binned by classifier confidence into equal-size
entropy terciles; a discontinuity threshold 7 = 0.812—half
the median inter-context parameter distance—marks context-
swap-scale updates.

B. Course Experiment Results (PHI-PH3)

Table |lI| reports mean speed per context (PH2) and mean
accuracy and speed (PH3). The static baseline produces
near-uniform speed across all four contexts (1.4-1.5 m/s),
reflecting its fixed parameters. S-APPLD identified the cor-
rect context with 91.12% overall accuracy, and segment
speeds followed the optimized parameters: slowest in dense
pedestrian traffic, fastest where foot traffic was light, and
reduced in the corridor transition and vehicle-adjacent con-
texts. Dense pedestrian was the lowest and most variable
(76.29 + 10.22%), but the context covered only 2.53% of
the course. Its statistic is therefore dominated by entry and
exit boundary frames, where the semantic grid is a transient
class mixture; PH4 measures steady-state performance free
of this effect (Sec. [[II-C). Both configurations completed
every run, and shows that S-APPLD tracks the PH1
human demonstration more closely than the static baseline
throughout the course.

C. Pedestrian-Density Results (PH4)

S-APPLD reliably identified both PH4 contexts and drove
markedly differently between them (Table [[II): sparse runs
averaged roughly 3.9x the speed of dense runs (1.73 vs.
0.45 m/s), confirming adaptation is driven by observed scene
conditions rather than location alone.

D. Inference-Rule Analysis

In the replay study, large updates were the norm for
one-hot and the exception for interpolation under ambiguity
(Fig. 3). The one-hot median rose from 0.89 to 1.43 across
terciles, climbing above 7 and spiking further in the most un-
certain tercile. Interpolation stayed flat-to-declining (0.84 —
0.84 — 0.74) and remained below 7 throughout—roughly
half the one-hot median in that tercile. The interquartile

TABLE II: Mean =+ std. dev. of linear speed and context classification accuracy across 11 runs, by scenario, for PH2 (Nav2
baseline) and PH3 (S-APPLD). Accuracy (Acc.) compares predicted context against manually labeled ground truth and is
marked n/a for the unclassified baseline. Total distance traveled: 342.44 + 2.14 m (PH2), 343.78 + 1.00 m (PH3). PH3

overall classification accuracy: 91.12 + 1.17%.

Phase Sparse Pedestrian Dense Pedestrian Corridor Transition Vehicle Adjacent
Acc. (%) Spd. (m/s) Acc. (%) Spd. (m/s) Acc. (%) Spd. (m/s) Acc. (%) Spd. (m/s)

PH2 n/a 1.49+0.01 n/a 1.39+0.10 n/a 1.48 £0.01 n/a 1.47+0.01

PH3 || 93.75+2.981.76 £ 0.02 || 76.29 + 10.22 | 0.53 £ 0.04 || 92.05 + 2.93 | 0.80 - 0.01 |{ 90.54 + 3.34 | 1.00 &+ 0.01




ranges separate similarly in that tercile (0.88-1.82 for one-
hot vs. 0.49-1.02 for interpolation), and interpolation’s cap
on cumulative blended mass structurally precludes a full unit-
weight context swap.

IV. CONCLUSIONS

We present S-APPLD, an extension of APPLD that en-
riches context-aware navigation parameter tuning along two
axes. On the sensing side, fusing RGB-based semantic
segmentation with 3D LiDAR into a top-down semantic
occupancy grid lets the classifier discriminate contexts that
are geometrically similar but semantically distinct. On the
inference side, an entropy-based top-k interpolation scheme
replaces APPLD’s hard one-hot switching with smooth,
confidence-weighted parameter transitions. Physical-robot

experiments across four trained contexts in an unstructured
outdoor environment sustained 91.1241.17% overall classi-
fication accuracy over 11 autonomous course traversals and
modulated speed by up to 3.9 between pedestrian densities,
confirming behavior is driven by scene conditions rather
than location. Under ambiguity, the entropy-weighted blend
roughly halved the median parameter-update magnitude rel-

TABLE III: Mean =+ std. dev. for PH4 pedestrian-walkway
runs (sparse: n = 6; dense: n = 5). Acc. is vs. manually
labeled ground truth.

Context Acc. (%)
95.08 + 4.96

97.52 £ 3.60

Spd. (m/s)
1.73 £ 0.07
0.45 £+ 0.03
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Dense Pedestrian
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Fig. 2: Linear speed along the course: PH1 (human demonstration) and mean £1o across 11 runs for PH2 (baseline) and
PH3 (S-APPLD). PH3 tracks the human profile more closely than PH2 throughout.
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ative to one-hot selection. Neither extension has yet been
ablated against the APPLD component it replaces (validated
on different hardware); an ablation on a shared platform
is priority future work, alongside broadening the training
curriculum to diverse lighting and weather. Two further
limitations remain: interpolation applies only to continuous
parameters, as blending discrete ones can produce invalid
values; and context sensing is camera-bounded—LiDAR
returns outside the frustum carry no semantic label, and RGB
detection degrades under adverse lighting or weather.
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